ICS 2400 TRANSACTION PROCESSING SYSTEMS
REVIEW QUESTIONS

Question 1

Consider the following relational schema that corresponds to a part of the database for a computer training
college, which offers a variety of IT courses :

STUDENT (sno, s_name, s_dob, s_address)

COURSE (cno, c_name, start_date, end_date, fee, dno)
DEPARTMENT (dno, d_name, d_location)

GRADE (sno, cno, grade, date_of_grade)

The following assumptions are made with regard to the size of each relation:

The STUDENT relation contains 1000 records

The COURSE relation contains 100 records

The DEPARTMENT relation contains 10 records

The GRADE relation contains 5000 records

There are no more than 50 students in any one course

It is possible to hold up to 50 records for an intermediate relation in the main memory.

Discuss the objective of query optimisation in a database system, and briefly describe various stages
involved in the query optimisation process.

Objective

Stages

improve system performance by choosing the most efficient strategy for evaluating a given query,
making use of relevant database statistics.

cast the query into some internal form
convert to canonical form

choose candidate low-level procedures
generate query plans and choose the cheapest

b) Formulate the following query using correct SQL syntax:

“Find the names and numbers of all the students who have attended the course entitled 'E-
Commerce'”.

SELECT s-name, sno

FROM student, grade, course
WHERE student.sno = grade.sno
AND course.cno = grade.cno
AND c-name = 'E-Commerce’';

Provide two possible options to evaluate the above query. Express each of these options in relational
algebra, and clearly show all the steps required in the evaluation of the query.

Option 1:

Join STUDENT and GRADE giving T1

Join T1 and COURSE giving T2



* Restrict T2 where c-name = 'E-Commerce’ giving T3
* Project T3 over s-name, sno giving result

Option 2:
* Restrict COURSE where cname = 'E-Commerce’ giving T1
* Join T1 and GRADE giving T2
* Join T2 and STUDENT giving T3
* Project T3 over s-name, sno giving result

d) For each of the options identified in c) above, calculate the number of total tuple input/output
operations required for each step. Recommend the best option based on the results.

Calculation of tuple 1/0 for each option

Option 1
1. Join relations STUDENT and GRADE giving T1
reading tuples : 1000 x 5000 5,000,000 reading
join result T1 : 5000 5,000 write back
sub-total tuple 1/0: 5,005,000
2. Join relations T1 and COURSE giving T2
reading tuples : 5000 x 100 500,000 reading
join result T2 : 5000 5,000 write back
sub-total tuple 1/0: 505,000
3. Restrict T2 by 'E-Commerce’ giving T3
reading T2 : 5,000 5,000 reading
restrict result T3 : up to 50 (remain in memory) 0 write back
sub-total tuple 1/0 : 5,000
4. Project T3 over s-name, sno
T3 already in memory, no reading needed. 0 reading
sub-total tuple 1/0 : 0
Total tuple 1/0 : 5,515,000
Question 2

a) Describe the phases of validation-based protocols
b) Using examples, define the following terms:
i. Recoverable schedule
ii. Checkpoint
c) Briefly explain why cascadeless schedules are preferable to cascading schedules
d) Explain any four levels of consistency as applied in SQL

Question 3

a) Describe the two approaches employed by the log-based recovery approach

b) Using illustrations and examples, distinguish between conflict serializability and view serializability

c) State three conditions necessary for two schedules to be conflict serializability to occur among
transactions.

d) Describe briefly the two-phase locking protocol.



